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1 Tempo Tracking Problem

Tempo is the pace of a musical piece. Most people are able to tap to the beat
and get a feeling of the tempo when listening to a piece of music, even when they
does not have any musical training. On the other hand, this task is challenging
for computers. Especially, if the piece contains expressive timing, tempo and
meter variations.
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Figure 1: Example bars.

2 Bar Pointer Model

A Bayesian model (i.e. ”Dynamic Bar Pointer” model) for tempo tracking is
proposed in [1]. This model defines a latent bar pointer which indicates the
current position in a bar. By only observing note onsets, it is able to infer the
state of the bar pointer, current tempo, meter, and rhythmic pattern.

I used the simplified model so that there is only position ϕk and velocity ϕ̇k

variables and also a single rhythmic pattern function µ.

2.1 Transition Model

The bar pointer advances according to the following formula (i.e. degenerate
distribution):

ϕk+1 = (ϕk +∆ϕ̇k) mod 1 (1)
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where ϕk denotes position and ϕ̇k denotes velocity of the bar pointer at time
frame k. ∆ is the time frame length.

Velocity ϕ̇k is modeled as a random walk using a Gaussian proposal. Al-
though this density is not normalized, we do not need it.

p(ϕ̇k+1|ϕ̇k) ∝

{
N (ϕ̇k, σ

2
ϕ) ϕ̇min ≤ ϕ̇k+1 ≤ ϕ̇max

0 otherwise
(2)

where σ2
ϕ is variance of the Gaussian. ϕ̇min and ϕ̇max are the minimum and

maximum values that ϕ̇ can take, respectively.
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Figure 2: Generated data from the model.

2.2 Observation Model

This model uses note onset events as observations for inference. Observed vari-
able yk is defined as the count of note onset events observed in the time frame
k. Note onset events are modeled as being Poisson distributed with an intensity
parameter λk that is dependent on the position variable ϕk. A rhythmic pat-
tern function µk quantifies the knowledge about onset times. More specifically,
it maps the position of the bar pointer to the mean of a gamma distribution
placed on the intensity parameter λk.
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Figure 3: A rhythmic pattern function.

Shape and rate parameters of the gamma distribution is determined by the
following equations where it is calculated using position ϕk and rhythmic pattern
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function µk:

ak =
µ2
k

Qλ
(3)

bk =
µk

Qλ
(4)

Using these parameters, the derived formula for observation probability is
defined as:

p(yk|ϕk) =
bak

k Γ(ak + yk)

yk!Γ(ak)(bk +∆)ak+yk
(5)

Details of the model and derivations are given in [1].
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Figure 4: A toy example to illustrate the relation between position ϕk, rhythmic
pattern function µk and observations yk. Rhythmic pattern function µk shows
the probable note onset positions which is given on the left. It is also drawn
on the background of the plot of ϕk. Darker regions mean there is a higher
probability of observing a note onset. Notice that at positions where ϕk is at
high probability locations of µk we observe a note onset on the bottom figure
for yk.

2.3 Inference

We can use the generative model defined in preceding section to infer position
ϕk and velocity ϕ̇k of the bar pointer. We denote the state at time frame k as
xk:

xk ≡
[
ϕk ϕ̇k

]T
(6)

Then, in a Bayesian framework, we use the posterior density as given below:

p(x0:n|y1:n) ∝ p(x0)︸ ︷︷ ︸
Prior

n∏
k=1

p(yk|xk)︸ ︷︷ ︸
Observation

Model

p(xk|xk−1)︸ ︷︷ ︸
Transition

Model

(7)
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3 Resample-Move Particle Filter

Inference on the Dynamic Bar Pointer model is tractable for relatively small
discrete state spaces. In order to do inference in continuous state spaces, an
approximate method is needed. A follow-up paper [2] addresses this issue with
a particle filter method.

Degeneracy (or depletion) of particles is an important problem of particle
filters. Degeneracy can be addressed via resampling steps as in SIR. Also,
adding MCMC moves after resampling step helps reducing degeneracy and also
tracking all significant modes of a multimodal distribution. This is called a
Resample-Move Particle Filter [3, 4, 5]. Moves can be implemented using MH
proposals or Gibbs sampling.

Algorithm 1 Outline of the resample-move particle filter algorithm.

Initialize particles x
(i)
k and weights w

(i)
k

for k = 1 to n do
Extend particles x

(i)
k

Calculate weights w
(i)
k

Resample particles x
(i)
k

Move particles x
(i)
k

end for

Remember that the Metropolis-Hastings acceptance probability α [6] is given
by

x′ ∼ q(x′|x) (8)

α(x′|x) = min

(
1,

q(x|x′)π(x′)

q(x′|x)π(x)

)
. (9)

Using a symmetric proposal and substituting the posterior:

α(x′
1:k|x1:k) = min

(
1,

p(x′
1:k|y1:k)

p(x1:k|y1:k)

)
(10)

Observe that it requires increasingly more computation at each step k. A fixed-
lag approximation with lag L can do a local perturbation by only updating
xk−L+1:k.

α(x′
k−L+1:k|xk−L+1:k) = min

(
1,

p(x′
k−L+1:k|yk−L+1:k)

p(xk−L+1:k|yk−L+1:k)

)
(11)

3.1 Metropolis-Hastings Proposal Design

I designed two MH proposals for position and velocity shift. It allows exploration
of different phases of the position and multiples of the tempo.

Position shift is designed as a Gaussian random walk with random jumps as
given below:

u ∼ U(0, 1)

q(ϕ′
k|ϕk) =

{
N (ϕk, σ

2
ϕ) u ≥ 0.5

U(0, 1) otherwise
(12)
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Figure 5: An example position shift MH proposal. ϕk is shifted by 0.5 as a
proposal.

Velocity shift is also designed as a Gaussian random walk with random jumps
as given below:

u ∼ U(0, 1)

q(ϕ̇′
k|ϕ̇k) =

{
N (ϕ̇k, σ

2
ϕ) u ≥ 0.5

U(ϕ̇min, ϕ̇max) otherwise
(13)

When ϕ̇k exceeds its range, it is forced to stay on the boundary.
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Figure 6: An example velocity shift MH proposal. ϕ̇k is doubled as a proposal.

4 MMSE and MAP Estimation

There is two types of point estimates which is popular for particle filters: Min-
imum Mean Square Error (MMSE) and maximum a posteriori (MAP). Their
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performance is dependent on the model used. If the posterior is multimodal
then using MAP estimation is more appropriate [7].

MMSE = E[x|y] (14)

MAP = argmax
x

p(x|y)p(x0) (15)

A comparison of a symmetric unimodal distribution and a multimodal dis-
tribution is given in figure 7.
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Figure 7: Notice that for a symmetric unimodal distribution MMSE and MAP
estimates coincide. However, for a multimodal distribution they are wildly
different and the MMSE estimate is at a point with a very low probability.

5 Implementation and Evaluation

I reproduced “tracking a polyrhythm” part in [2] using MATLAB. I imple-
mented the algorithm given in 2. Due to intractability of the importance den-

sity π(xk|x(i)
0:k−1, y1:k), transition density p(xk|xk−1) is used, thus making it a

bootstrap filter.
Several tests are done and given in figures 8, 9, 10. Particle filter is run with

N = 200 particles and model with parameters ϕ̇min = 0.1, ϕ̇max = 2, Qλ = 10,
and σ2

ϕ = 0.0005. Also, a lag of L = 100 time frames is used for fixed-lag
approximation of MCMC moves. Resampling is done at every time step and
systematic resampling is used.

Although, I implemented a Viterbi algorithm for MAP estimation [7], it was
very slow. Then, I approximated the filtered MAP trajectory by selecting the
particle that maximizes the posterior at each time frame.
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Algorithm 2 Resample-move particle filter algorithm for the bar pointer model.

for i = 1 to N do
x
(i)
0 ∼ p(x0)

w
(i)
0 = 1/N

end for

for k = 1 to n do
for i = 1 to N do
xk ∼ π(xk|x(i)

0:k−1, y1:k)

w
(i)
k = w

(i)
k−1 ×

p(yk|x(i)
k )p(x

(i)
k |x(i)

k−1)

π(xk|x(i)
0:k−1,y1:k)

end for

for i = 1 to N do

w
(i)
k ←

w
(i)
k∑N

j=1 w
(j)
k

end for

for i = 1 to N do
Resample and set w

(i)
k = 1/N

if yk > 0 then
Apply velocity shift MCMC move

else
Apply position shift MCMC move

end if
end for

end for
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Figure 8: A test run with no tempo change. Observe that tempo particles
explore a double of the tempo until k = 60 but then finds the correct tempo
soon thanks to MCMC moves.

Figure 9: A test run with moderate tempo change. Observe that position
particles explore different phases of the rhythm.
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Figure 10: A test run with extreme tempo change. We now start to see the
limits of the model. At about k = 340 it loses track of the tempo. But again,
thanks to MCMC moves it catches the correct tempo at about k = 440. Notice
that MMSE estimate is very misleading and MAP estimate is better in this case
due to multimodality of the posterior.
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6 Conclusions

Bar pointer model defines a way to map note onset observations to a position in
a bar. I implemented a resample-move particle filter for tempo tracking with a
simplified bar pointer model. Resample-move particle filters are a way to reduce
degeneracy of the particles. In this model, it allowed to track all significant
modes of the posterior. I designed position and velocity shift MH proposals.
MAP estimation is better for this model because of the multimodal posterior
distribution. The implementation is demonstrated that it tracks tempo correctly
even with significant tempo changes.
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